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On the Bias and Stability of the Results
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Comparative judgment is a method thatllows measurement of a competence by
comparison of items with other items. In educational measurement, where
comparative judgment is becoming an increasingly popular assessment method,
items are mostly students responses to an assignment or an examination. For
assessments using comparative judgment,hie Scale Separation Reliability (SSR) is
used to estimate the reliability of the measurement. Previous research has shown that
the SSR may overestimate reliability whehe pairs to be compared are selected with
certain adaptive algorithms, when raters ws different underlying models/truths, or
when the true variance of the item paramets is below one. This research investigated
bias and stability of the components 6 the SSR in relation to the number of
comparisons per item to increase understanding of the SSR. We showed that
many comparisons are required to obtain an accurate estimate of the item
variance, but that the SSR can be useful even when the variance of the items is
overestimated. Lastly, we recommend adjustg the general guideline for the required
number of comparisons per item to 41 comparisons per item. This recommendation
partly depends on the number of items and the true variance in our simulation study
and needs further investigation.

Keywords: bias, comparative judgment (CJ), pairwise comparison (PC), reliability, stability

INTRODUCTION

Comparative judgment is a method that allowsasurement of a competence by comparison of
items. When items are compared in pairs, comparative judgment is also known as pairwise
comparison. This method has been used in different contexts ranging from sports to marketing
to educational assessment, with different models for each context Agugpsti, 1992
Bockenholt, 2001 Maydeu-Olivares, 2002Maydeu-Olivares and Bdckenholt, 2005
Bockenholt 2006 Stark and Chernyshenko, 2Q1Cattelan, 2012 Brinkhuis, 2014 In
educational measurement, where compaemtjudgment is becoming an increasingly
popular assessment methobegterhuis et al., 201Bramley and Vitello, 2038 items are
mostly studentsresponses to an assignment or an examination. The assignment or the
examination is used to measure a competence of the students, and the Stoelgmsses

give an indication of their competence level. The method has been used in a variety of contexts,
ranging from art assignmentBléwhouse, 20340 academic writing{an Daal et al., 203&nd
mathematical problem solvinggnes & Alcock, 20)3These contexts have in common that the
competencies are difult to disentangle into sub-aspects togethemiieg the competencies.
Therefore, they are di€ult to measure validly using analytical scoring schemes such as rubrics
or criteria lists ¥an Daal et al., 203pwhich are conventional measurement methods used in

Frontiers in Education | www.frontiersin.org 1

March 2022 | Volume 6 | Article 788202



Crompvoets et al. Stability of Comparative Judgment Results

education. In contrast to these analytic measurement methodghis de nition of reliability corresponds with the deition of
which assume that a competence can be operationalized bgliability as 2( ,A) in classical test theon¢rd and Novick,
means of a list of sub-aspects and evaluate each asp&®6§, where represents the true score andepresents the
separately, comparative judgnt is a holistic measurement observable test score. Since we are interested in reliability of the
method where a competence is evaluated as a wRoldit{, = measurement of a speciset of items, benchmark reliability is
2012; simply asking which of two items scores higher on theused as the true reliability of this set of items.
competence of interest sudes. The SSR is an estimate of reliability that is based on the Index

For complex competencies like art assignments, acaden€ Subject Separation formulated by Andrich and Douglas (1977,
writing, and mathematical problem solving, it is possible that as cited inGustafsson, 197 &nd is computed as follows. We
higher validity can be obtained using comparative judgmenassume that items are compared in pairs and that the location
instead of rubrics or criteria list®6llitt, 2012 Van Daal et al., parameters of these items on the latent competence scale are of
2016 because of its holistic character and the greater possibiliipterest. Let¥( ) be the estimated true variance of the object
of raters to use their expertise in their judgments compared tparameters and leg( '\) be the variance of the estimated object
rubrics or criteria lists. In additin to the claim of higher validity parameters. Furthermore, IBtSE be the mean of the squared
of comparative judgment,Pollitt (2012) claimed that standard errors corresponding to the item parameter estimates,
comparative judgment also results in higher reliabilitycomputed as
compared to using rubrics or criteria lists. However, later 1 «_
research has shown that this claim is likely to be too MSE K SH ")
optimistic for the reported numbers of comparisons per item )
(e.g.,Bramley, 2015Bramley and Vitello, 201&rompvoets 1 he SSR can then be written as
et al., 2020Crompvoets et al., 20@1and that the extent to ()
which high reliability that can be obtained using comparative SSR 97/\) ®3)
judgment is limited Yerhavert et al., 209 (

To explain whyPollit's (2012)laim is too optimistic, werst ~ Where
de ne two types of reliability in the context of comparative A &
judgment: the benchmark reliabilitfC(ompvoets et al., 2020 S() S()SMSE,
202) and the Scale Separation Reliability (SSR;Brgmley,
2015 Crompvoets et al., 20pBoth forms of reliability are based
on parameters of the Bradley-Terry-Luce (BBradley and
Terry, 1952 Luce, 1959 model. This model is damed as
follows. Let K be the number of items, lei and j
@i,j 1,...,K) be item indices, and let; and ; be the
parameters of items and j. Furthermore, letX; be the
outcome of the inter-item comparison whek 1 means
that item i was preferred to itenj, and Xj; 0 means that
item j was preferred to item. The BTL model denes the
probability that itemi is preferred to itemj in a paired
comparison by means of

that is, the observed variance minus an error teBrafnley,
2015.

Research Bramley, 2015 Bramley and Vitello, 2018
Crompvoets et al., 20P0Ohas shown that the SSR might
overestimate reliability Hg. 2 in certain situations. These
include the use of certain adaptive algorithms to select the
pairs that raters have to compareollit's (2012)claim that
comparative judgment results in higher reliability than using
rubrics or criteria lists is based on a study using an adaptive
algorithm to select the pairs that are compared in combination
with the SSR. Other situations in which the SSR may overestimate
benchmark reliability are when raters behave inconsistent
exp i S i amongst each other, which would be eeted in the BTL
(1) model by different parameters for the same items, and

perhaps when the true variance of the item parameters is
We interpret as an item parameter, but we may also interpret it€low 1 as wellGrompvoets et al.,, 20p1The result that the
as a person parameter for the competence of one person. FepR may overestimate reliability suggests Ratiit's (2012)
example, may represent the quality of a studenork, whichin ~ claim that comparative judgment results in higher reliability is
turn represents the competence level of the student. Thus, itertf§€ly t0o optimistic. Moreover, the result that the SSR may
and persons are not clearly distinguished in the BTL model fopverestimate reliability is problematic because 1) reliability
comparative judgment. estimates should provide a lower bound to reliability to avoid

The benchmark reliability is only known in simulated data andePorting reliability that is too high and therefore promises too
is computed as the squared correlation between the tru@Uch Sitsma, 2009Hunt and Bentler, 20)5and 2) most
(simulated) item parameters and the item parameter estimate&commendations about the number of required comparisons
Let be the item parameter in the generating model and ke ~ @re based on achieving at least a usendd value of the SSR

the item parameter estimate. The benchmark reliability can thekg-9-Verhavert et al., 2019
be computed as To the best of our knowledge, no one has thoroughly

investigated and reported the positive bias of the SSR.
~ o cor( ,A)Z. 2) Previous research that reported the bias of the SSR has

PXy 14§ ——
l+exp ;S |
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stopped at the conclusion that the SSR was bi&edey, 2015 study. In the discussion, we will rect on the two
Bramley and Vitello, 203®r has only led to speculations about perspectives.

the meaning of the bias due to either adaptive pair selection

(Crompvoets et al., 20pdifferent rater probabilities, or small

true variancesGrompvoets et al., 20p1 SAMPLE SIZE GUIDELINE ADAPTATION TO
One might reason that the behavior of the SSR needs npHE BRADLEY-TERRY-LUCE MODEL

investigation, because its value can easily be derived from the
two components( ") and MSE (Eq. 3. The strategy to vary To determine the required number of observations to obtain
only one component and keep the other components constarstable model parameters, most researchers and test institutions
shows how the value of the measure changes with the value ude experience as their guide. One reason for this may be that the
the component. However, both components of the S¥R) literature about sample size requirements to obtain stable model
and MSE, are based on the parameter estimdtdsom the  parameters is sparse and seems limited to conference
underlying model. This means that a shift in the itempresentations Rarshall et al., 1938 articles that were not
parameters affects both components simultaneously, whicsubjected to peer reviewifacre, 1994 a framework used to
renders the strategy unrealistic for investigation of the SSR. Bssess test quality written in a non-universal languéyer§
addition, all item parameter estimates are mutually dependergt al., 2008 or a brief mention in a booRA/right and Stone, 1979
because we estimate the parameters based on comparison®.af36).Parshall et al. (199&ndEvers et al. (200®escribe the
the items with each other. This means that every additionajuideline that for the one-parameter item response model, at least
comparison changes all item parameter estimates, so V@200 observations per item are required to obtain stable item
cannot vary one item parameter estimate keeping the othdocation parameter estimatéalright and Stone (197%uggest
item parameter estimates constant. Moreover, the changes uding 200 observations for test linking using the Rasch model,
item parameter estimates after one comparison depend on tredthough they, and.inacre (1994) also mention that fewer
parameters of the items that are compared; the outcome of thabservations may be suient to obtain sufciently stable
comparison, which is not always straightforward because wgarameter estimates for some purposes. When the model
use a probabilistic model; the total number of items and theiparameters are considered siéntly stable depends on the
parameters; and the outcomes of all previous comparisonspntext. Because we encountered the guideline of 200
which is not always straiglirward due to the use of a observations per item for several purposes and it is used often
probabilistic (e.g., BTL) model. In conclusion, instead ofn practice, we used this guideline as a starting point.
in uencing the components of the SSR directly, we can only The literature about guidelines for the Rasch model may be
in uence the set of item parameters, whichuences the sparse, but for the mathematically relatéeshdrich, 1973 BTL
comparison data, which iruences the parameter estimates,model, no guidelines exist that describe how many observations
which in uences the components of the SSR. Therefore, it @re required in educational measurement for obtaining stable
highly relevant to investigate the behavior of the SSR. item parameter estimates. In this section, w& describe how
Because all quantities needed to estimate the B&R(are  the Rasch model and the BTL model are related, and then adapt
based on the parameter estimatesom the underlying model, the guideline from the Rasch model to the BTL model. In the
this study focused on the parameter estimates used in thHRiscussion section, we will evaluate this guideline in relation to
computation of the SSR. Spemlly, we investigated the bias the outcomes of the simulation study from the next section and in
and stability of the parameter estimates. We rde these relation to the literature.
outcomes in the Method section. Because parameter estimatesThe Rasch model is deed as follows. L& be the number of

depend on the amount of data available, we investigated bias apérsons in the sample, igi  1,..., N) be the person index, and
stability of the parameter estimates in relation to the number ofet P be the parameter of persaron the latent variable scale,
comparisons. where thep indicates that P differs from ; used in the BTL
The goal of this study was to gain insight into the bias antnodel Eq. 1). LetK be the number of items, lgt(j  1,...,K)
stability of the parameter estimates and the SSR dfe the item index, and let be the parameter of itefnon the
comparative judgment in educational measurement fromatent variable scale. Furthermore, Xt be the outcome of the
two perspectives. In addition, we aimed to use thigerson-item comparison wher§; 1 means that persom
information either to support the guideline about the gnswered itenj correctly, and)(ij 0 means that persomn
number of required comparisons per item froverhavert answered itemj incorrectly. The Rasch model dees the

etal. (2019pr to provide a new guideline based on the resultgrobability that person answers itenj correctly by means of
from this study. First, we adapted the guideline for the

required number of observations to obtain stable results for PX; 1° exp 'S i
the one-parameter item response model or Rasch model ! " 1+exp PS
(Rasch, 1960for regular multiple choice tests to the BTL

model used for comparative judgment. Second, w&Ve note that although mathematically it would have made sense
investigated the bias and stability of the parametetouse ; and ; in the formulation of the BTL modekE(q. 1) for
estimates and SSR of comparative judgment in a simulatioequivalence with the Rasch model, we chose to follow the

(4)
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conventional notation of the BTL model in comparativecompared to the Rasch model, we need twice as many
judgment contexts using notation for the items. observations per item for stbitem parameter estimates
Even though the Rasch model and the BTL model havefom the BTL model. This makes sense, because each
different parametrization \{erhavert et al., 20)8 Andrich  observation in a comparative judgment setting contains
(1978)showed that the equations for the Rasch model and thanformation about two items, so only half of the information
BTL model are equivalent. This means that a person-itenconcerns each item. We will evaluate both guidelines in the
comparison in the Rasch model is mathematically equivalerdiscussion section of this paper. One should note that the
to an inter-item comparison in the BTL model. Therefore, itcurrent recommendations for the numbers of comparisons
makes sense to adapt the guideline for the Rasch model about ther item based on a meta-analysis of comparative judgment
required number of observations for stable model estimates to tl@plications range from 12 to 3Vérhavert et al., 20)9which
BTL model. shows a large discrepancy with both the 200 and 400
Our starting point for the guideline adaptation is the item,comparisons per item according to the two adapted guidelines.
since items are present in both the Rasch model and the BTL For the BTL model, the limited number of unique
model. In addition, the guidelinarshall et al. (1998uggested comparisons implies that the number of items in the set
aims at obtaining stable item parameter estimates. We assurime uences which numbers are compared, even though the
that the number of items in the test that the Rasch model analyzesimber of observations per item does not change for different
is the same as the number of items in the set of pairediumbers of items. The number of items in the set is nonlinearly
comparisons that is analyzed by means of the BTL modetelated to the number of unique comparisons in a comparative
However, the manner in which we obtain additional judgment setting. This means that the number of times each
observations for an item differs between the models. Eaamique comparison is made differs for different numbers of
observation for an item in the Rasch model is obtained from @omparisonsTable lillustrates this: using guideline 2, for 20
person belonging to a population with many possible parametdtems, all unique comparisons should be made 21 times (on
values, whereas each observation for an item in the BTL modelaserage). On the other hand, for 1,000 items, all unique
obtained from an item in the xed set of items under comparisons should be made 0.4 times, which means that not
investigation. Therefore, for the BTL model, the informationeven all unigue comparisons are made.
obtained from one observation may depend on the item
parameters in the set, which is different for the Rasch model,

where the information also depends on the sample of personB|AS AND STABILITY OF SCALE
There are two ways to adapt the guideline from the RascaEpPARATION RELIABILITY COMPONENTS

model for use with the BTL model. Thest adaptation is to
equate the number of required observations per item for the BTWe investigated in a simulation study: 1) How many comparisons
to the required number for the Rasch model; that is, 20@re required to obtain a stable and unbiased variance of the
observations per item (Guideline 1). Since each comparatiymrameter estimatess’(”); 2) how many comparisons are
judgment/observation for the BTL model contains informationrequired to obtain a coverage of 95%-cd@nce intervals for
about two items, this adaptation means that compared to théhe parameter estimatésmsing the standard errorsG’Eofgs%;
Rasch model, we need half of the total number of observationand 3) how the SSR develops with increasing number of
We illustrate this with an example. Suppose we have 20 items @omparisons. We investigated these outcomes in situations in
both models. The guideline of 200 observations per item for thehich we expected the SSR to underestimate benchmark
Rasch model means that we need @@€rson$x 20(itemg reliability, because it is easier to understand the SSR and its
4,000 observations in total for a 20-item test to obtain stable itermomponents in these situations than in situations where we do
parameter estimates. The adapted guideline of 2000t know why the SSR overestimates benchmark reliability. The
observations per item for the BTL model means that wedR-code of the simulation study is available at https://osf.io/x7qgzc/.
need 20@ comparisons per itejd 2 (items per comparisgrx
20(itemg 2000 observations in total for a 20-item test to
obtain stable item parameter estimates. METHODS

The second possibility is to equate the total number of
observations for a set of items instead of the number oSimulation Set-Up
observations of one item. Continuing the example from theThe simulation design had two factors. First, we varied the
previous paragraph, 4,000 observations are required for a saeimber of itemsN { 20, 30 50, 10Q to investigate whether
of 20 items for the Rasch model to obtain stable item parametéhe number of items affects the stability of the SSR estimate.
estimates usinBarshall et dk (1998)guideline. Adapted to the Second, we usedve different variances of the simulated item
BTL model following the second guideline (i.e., equating th@arameters. In therst condition, we used a variance of zero,
total number of observations for a set of items), this wouldvhich means that all items had the same location on the scale. We
mean that 4,000 paired comparisons in total are required tosed this condition as a benchmark to investigate when the SSR
get stable item parameter estimates, which would meawas stable at zero, because the SSR should be zero if the true
(4,000 comparisons 2 items per comparisQr20items 400 variance is zero, seEd. 3. In the second condition, we used a
observations per item. This isio@uideline 2. This means that variance of 1.59, which is a realistic value based on the
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TABLE 1 | Total number of observations and number of complete designs according to the translated guideline for the BTL model for different numbers of items.

Number of items 20 50 100 200 500 1,000

Guideline 1: 200 observations per item

Total number of observations 2,000 5,000 10,000 20,000 50,000 100,000

Number of complete design§ 10.53 4.08 2.02 1.01 0.40 0.20
Guideline 2: 400 observations per item

Total number of observations 4,000 10,000 20,000 40,000 100,000 200,000

Number of complete design$ 21.05 8.16 4.04 2.01 0.80 0.40

20ne complete design contains all KN $1)/2 unique comparisons.

argumentative writing datasétaving childrehused in Van Daal guideline of 12 comparisons per item from the meta-analysis
(2020, data retrieved from https://osf.io/wpbhk/?view_of Verhavert et al. (2018)

only 7aa609162cal46bbbbe9236c9224b668).  Argumentative

writing refers to ons ability to express, argue for, and refute

objections of onis opinion about a speai topic Van Daal, 2020 RESULTS

p. 175). This dataset contained 1,224 comparative judgments

performed by 55 raters of 135 texts written by students infthe ~ Figure 1 shows the development &(") (top row), MSE
year of secondary education on the top&ving childreh Based (middle row), and the SSR (bottom row) with increasing
on a comparison with the summary of several datasets in theumbers of comparisons per item of each of the 100
meta-analysis oferhavert et al. (2019)ve argue that this dataset simulations per design cell and of the average for all true
is realistic and representative of datasets obtained usingiriance conditions for 50 items. On avera‘@%é,’\) seems to
comparative judgment for educational ~measurementconverge to the true variance, but not for every single simulated
Furthermore, we added the variance conditions 0.5, 1, and @ata set. Comparing the top- and middle rows, we see that there is
to obtain information about the results in between and beyondnuch more variation ir€( ") than in MSE across simulations.
the benchmark variance and the realistic variance. The variation in development across simulations of BS(H)

For each of the 4 (Number of Items) x 5 (Variance of ltems) andMSE was larger for larger true variance values. Interestingly,
20 design conditions, we repeated the same procedure 100 timathough S( ") and MSE are the only components needed to
We rst selected to item pairs (1,2) (2,3), (3,4), et cetera, untdompute the SSRE(. 2, the variation in development across
(K $1,K) and (K,1) to create a linked comparison design. Forsimulations of the SSR shows the opposite trend with smaller
each item pair, we simulated a comparison in which thevariation for larger true variance values.
probability of preferring one item to the other was given by Figure 2shows the development of biash{ ") (top row) and
the BTL model Eq. 1). After theseK comparisons, we estimated bias in SSR (bottom row) with increasing numbers of
the BTL model using the open-source R-code fl@mmpvoets comparisons per item averaged across all 100 simulations with
et al., 2020 This code uses an Expectation Maximization68% condence intervals for both true variance conditions and all
algorithm based onHunter (2004) to obtain Maximum numbers of items. In general, the bias®f") was smaller for
Likelihood estimates of the parameters. We used th&arger numbers of items. Wa'st describe the results for a true
parameter estimates from the BTL model to compgte”)  variance of 0. The bias 8% ") was larger for smaller numbers of
and the SSR for therst time. Subsequently, we compared aitems, but differences i§( ") among numbers of items almost
randomly selected pair of items, estimated the BTL modalisappeared after about 30 comparisons per item. For 20 and 30
parameters, and compute8(”) and the SSR after each items, the SSR overestimated benchmark reliability in the
comparison until the maximum number of comparisons ofbeginning of data collection. For 20 items, this overestimation
200 per item was reached. Lastly, we computed the number sfopped after only a few comparisons, but then underestimated
comparisons per item required to obtain a stable variance of theenchmark reliability by about 0.2 units. For 30 items, it took
parameter estimate®( ") at the true parameter variance and the about 25 comparisons per item to stop the SSR from
number of comparisons per item required to obtain a correcbverestimating benchmark reliability. For 50 items, the SSR
coverage of the 95% catence interval for the parameter closely estimated benchmark reliability after only a few
estimates.. comparisons per object. For 100 items, the SSR closely

We determined the number of comparisons per item requireastimated benchmark reliability after about 40 comparisons.
for a stable and accurate estimate to be the number of We next describe the results for the other true variances. In
comparisons where K2 subsequent comparisons produced ageneral, the differences among the number of items conditions in
value within a range around the true value, bothdg") and for S A) were larger for larger true variances. For true variances
the coverage of the 95% catence intervals. The range of largerthan 1, on average( A) was underestimated for 100 items,
accurate values was ted as the range between 1 standardwhile it was overestimated for lower numbers of items and lower
error below the true value and 1 standard error above the trutue variances. Except for a true variance of 3, fewer comparisons
value. We based the H2subsequent comparisons on the were required to converge to the true variance for larger
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